Toward Trustworthy Learning-Enabled Systems with
Concept-Based Explanations

Sagar Patel

University of California, Irvine

Nina Narodystka
VMware Research by Broadcom

Abstract

Despite the superior performance of deep learning-based
controllers in network applications, their practical adoption
is limited due to the difficulty in understanding and trusting
them. Existing explainability solutions largely focus on inter-
preting these controllers by providing insights into the top
features used by the model. Although these insights can help
reveal an important aspect of the controller, they require op-
erators to deal with low-level features, requiring extensive
manual analysis and interpretation.

In this work, we present a novel explainability approach
that provides insights to operators using high-level, human-
understandable concepts (e.g., ‘fluctuating network through-
put’). Our approach offers an intuitive platform for opera-
tors to identify unintended behaviors, develop strategies to
address them, and define data collection strategies to im-
plement them. Our concept-based explainability framework
lays the foundation for an intelligent Al system where op-
erators can design the controller they intend using familiar
terminology and domain knowledge. We provide an initial
implementation of our ideas in adaptive video streaming and
demonstrate its potential.

CCS Concepts

« Computing methodologies — Machine learning; «
Networks — Application layer protocols.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies
are not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. Copyrights
for components of this work owned by others than the author(s) must
be honored. Abstracting with credit is permitted. To copy otherwise, or
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee. Request permissions from permissions@acm.org.
HOTNETS °24, November 18-19, 2024, Irvine, CA, USA

© 2024 Copyright held by the owner/author(s). Publication rights licensed
to ACM.

ACM ISBN 979-8-4007-1272-2/24/11
https://doi.org/10.1145/3696348.3696894

60

Dongsu Han
KAIST

Sangeetha Abdu Jyothi
University of California, Irvine
VMware Research by Broadcom

Keywords
Machine Learning for Systems, Explainability

ACM Reference Format:

Sagar Patel, Dongsu Han, Nina Narodystka, and Sangeetha Abdu
Jyothi. 2024. Toward Trustworthy Learning-Enabled Systems with
Concept-Based Explanations. In The 23rd ACM Workshop on Hot
Topics in Networks (HOTNETS °24), November 18-19, 2024, Irvine, CA,
USA. ACM, New York, NY, USA, 8 pages. https://doi.org/10.1145/
3696348.3696894

1 Introduction

Today, learning-based controllers outperform manually de-
signed ones in a range of computer systems and network-
ing applications, delivering significant performance gains
in applications including adaptive bitrate streaming [14, 25],
congestion control [5, 11, 26], resource management [29],
network traffic optimization [9], edge caching [21], and net-
work security [20]. However, operators are often reluctant to
deploy these solutions because they are difficult to interpret,
debug, and trust [15].

Current explainability solutions for learning-based con-
trollers focus primarily on interpreting the decision by identi-
fying the most influential input features. For example, Metis
[15] employs a model distillation technique to convert the
deep learning model into a decision tree and presents feature-
level decision paths as explanations. Building on this ap-
proach, Trustee [10] improves fidelity through decision tree
pruning and generates a trust report. However, these feature-
based explainability solutions have intrinsic limitations.

Feature-based explanations typically involve large deci-
sion trees with hundreds of nodes and complex decision
paths. For example, the video streaming explainer generated
using Trustee in Fig. 1b has a decision path [buffer;_; < 0.91;
chunk size;_; < 0.05; past quality;_; < 0.66; ... ]. Such rule-
based interpretations of the controller, while more meaning-
ful than a black-box neural network, are practically difficult
to interpret as they involve over a dozen decision points
across a disparate set of features. More importantly, existing
feature-based explanation techniques [13, 19] fail to capture


https://orcid.org/0009-0000-6122-2705
https://orcid.org/0000-0001-6922-7244
https://orcid.org/0000-0002-5181-4560
https://orcid.org/0009-0000-0503-4478
https://doi.org/10.1145/3696348.3696894
https://doi.org/10.1145/3696348.3696894
https://doi.org/10.1145/3696348.3696894
http://crossmark.crossref.org/dialog/?doi=10.1145%2F3696348.3696894&domain=pdf&date_stamp=2024-11-18

HOTNETS 24, November 18-19, 2024, Irvine, CA, USA

high-level concepts involving complex combinations of in-
puts. For example, to identify volatile network conditions,
one has to carefully analyze the throughput decision points
across different time instances.

In this paper, we propose concept-based explanations as a
suitable technique to tackle multifaceted explainability chal-
lenges in learning-enabled systems. Concepts are high-level,
human-understandable attributes that encapsulate complex
controller and environment characteristics, typically inte-
grating multiple input features. This abstraction allows us to
succinctly capture intricate patterns, trends, and behaviors
in systems. For instance, in video streaming, concepts might
include ‘Anticipation of congestion’ or ‘Rapidly depleting
buffer’ rather than raw throughput and delay thresholds
presented by feature-based explainers. By using concepts as
the fundamental units of explanation, we are taking a step
towards describing the controller’s decision-making process
in a manner that humans naturally think about the system.
This approach will significantly enhance the operator’s abil-
ity to understand, validate, and trust the model’s reasoning
process across the different stages of the system lifecycle.

Self-interpretable Concept-Bottleneck Models (CBMs) used
in computer vision [12, 27, 28] cannot be directly adapted to
systems environments due to several reasons: (i) Systems con-
trollers take as inputs heterogeneous unlabeled data, while
vision models handle structured images, with a wide avail-
ability of labeled image datasets. (ii) Concepts in learning-
enabled systems are more complex, usually requiring multi-
ple levels of abstraction, even for domain experts to capture
system behaviors, unlike visual features. (iii) Systems con-
trollers typically handle complex temporal dynamics and
long-term dependencies. Consequently, a new approach to
concept-level understanding is required in learning-enabled
systems.

We design an LLM-driven concept-based explainability
framework to address the unique challenges in learning-
enabled systems. At a high level, our framework first uses
a Large Language Model (LLM) [6] to derive a set of base
concepts, for example, from survey papers in the target do-
main. To enrich and customize the concepts, we envision
augmenting them with operator-defined ones. Next, for each
input state, we leverage the LLM to generate a concept-based
description of the state using a pre-crafted prompt. Then, we
embed the base concepts and the state’s description using
a text embedding model [3, 24] and obtain empirical data
mapping the controller’s inputs to the well-defined concepts
in the literature. Finally, we use this data and train the two
functions of our explainer: the concept-mapping function,
which identifies the concepts present in the inputs, and the
output-mapping function, which linearly combines them to
generate the controller’s output.
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Our concept-based approach unlocks new capabilities by
addressing distinct explainability needs at each stage of the
system lifecycle—from design and testing to deployment
and retraining. During the design phase, a concept-based ex-
plainer can ensure that operator intent is effectively captured
in the trained model by aligning high-level concepts with op-
erator goals. During testing, the explainer facilitates compre-
hensive coverage and robust performance validation across
scenarios. During deployment in production environments,
the explainer will play a key role in deciphering complex
behaviors beyond primary input features. Finally, during
retraining, the explainer can help pinpoint underspecified
data and guide refinement by identifying conceptual gaps in
the model’s understanding. Our framework is generalizable
across controllers trained using supervised, semi-supervised,
and reinforcement learning.

To demonstrate the benefits of this approach, we proto-
type our idea using adaptive bitrate streaming as a running
example and demonstrate its capabilities in testing and re-
training. We show that operators can intuitively (i) identify
causes for unintended behavior using conceptual reason-
ing and find mitigation strategies to correct such behaviors,
and (ii) define data-collection strategies to implement the
mitigation strategies during retraining. Finally, we discuss
how the idea can be extended to realize the full potential of
explainability during all phases of the system lifecycle.

2 Motivation

We highlight the challenges with prior explainability tech-
niques using an adaptive bitrate (ABR) streaming controller
as a representative example. In online video streaming, the
video is divided into short chunks and encoded at multi-
ple bitrates. The ABR controller adaptively selects between
these bitrates in response to the network conditions while
maximizing the viewer’s Quality of Experience (QoE).

We use Gelato [16], the publicly available state-of-the-art
controller on the streaming platform Puffer [25], delivering
online live television to over 280, 000 users [4, 25]. Gelato
is a Deep Reinforcement Learning controller and takes as
input the history of the stream and information about the
upcoming video chunks. The history includes six features:
the selected video quality, the size of the selected chunk,
the time taken to transmit that chunk, the video buffer oc-
cupancy of the client, obtained QoE, and the video stalls.
The information about upcoming chunks includes the video
sizes and qualities at every encoded bitrate for the next five
timestamps. Gelato then outputs the bitrate to send next.
Motivating question. We highlight the challenges of feature-
based explainer using a hypothetical scenario. The operator
seeks to understand the behavior of the controller when it



Toward Trustworthy Learning-Enabled Systems with Concept-Based Explanations

HOTNETS ’24, November 18-19, 2024, Irvine, CA, USA

I~ a 1.00 3 15
° s 4
=20 <0.75 g i~
= @ E 210
2 o0.50 . E
10 =
£ 9 0.25 E @ 5
S 2 5
o = 0.00 Fo 0
210 -7 -4 -1 210 -7 -4 -1 210 -7 -4 -1 210 -7 -4 -1
Time Time Time Time
(a) The motivating state
Buffert-1 < 911
True B False
a—
Selected Chunk Size t-1 < .051 [ Action: Video Quality 10 ]
T —
——=
Selected Quality t-1 < .664
—
Selected Chunk Size t-3 < .07
-— 7*7*—’)4\—§‘
Delay t-1 <.069 Buffert-2 < .463
I~ A"_-/\\
Y — A
[ Action: Video Quality 8 ] Delayt-4 < .17 Selected Chunk Size t-5 < .114
PE— 7F;j:’
Buffert-5 < .29 [ Action: Video Quality 2 ] [ Action: Video Quality 6 ] Selected Chunk Size t-7 < .23
e — PR——
[ Action: Video Quality 5 ][ Action: Video Quality 3 ] Next Chunk t+5 Quality 10 < .417 [ Action: Video Quality 6 ]
—
Next Chunk t+3 Quality 8 < .1 [ Action: Video Quality 3 ]

I

A —A
[Action:Video Quality 10 ][ Action: Video Quality 7 ]

(b) The decision path of the state in the pruned report

Figure 1: Trustee [10]’s explanation for the motivating state. Both the full and pruned decision trees are large in the Trustee
report (195 and 65 nodes, respectively). Even filtering just one decision path for the motivation state leads to a complex

explanation.

picks one of the medium quality bitrates in response to a
decreasing but half-full buffer, visualized in Fig. 1a.

Feature-level explainers’ answer. Trustee [10] generates
a global explanation of the controller as a decision tree. The
complete tree has 195 decision nodes and a depth of 13. Even
the pruned version of the tree used in the Trustee report has
61 nodes and a depth of 10. We generate an explanation for
the motivating scenario by traversing the decision path on
the pruned tree (Fig. 1b). We find that the explanation is diffi-
cult to understand, involving multiple decision nodes on the
features—buffer, the size of the selected chunk, and upcom-
ing video qualities—all split across multiple timestamps. This
explanation suggests that the controller uses some trend in
the history and future chunks to determine the next bitrate
but does not explicitly reveal how it does so. Feature-level
explanations force human operators to closely understand
the intricacies of the feature set originally designed for a ma-
chine learning algorithm, which often proves difficult to use
without extensive expertise and manual effort. This inherent
limitation is shared by all feature-based explainers [13, 19].
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3 Towards High-level Explainability

In this section, we provide a brief overview of concept-
based explanations and present our proof-of-concept design
tailored for learning-enabled systems. Our concept-based
framework can be easily integrated with deep learning sys-
tem controllers trained using supervised, semi-supervised,
and reinforcement learning paradigms.

3.1 Concept-Based Explainability

Concept Bottleneck Models [12, 27, 28], recently proposed
in computer vision, use human-understandable concepts as
intermediaries between input data and model output. They
transform arbitrary intermediate output to high-level con-
cepts (e.g., ‘beak’ and ‘wings’ for a bird image) and then
map these to final outputs. This allows their output to be
interpreted as a weighted sum of high-level concepts. The
training process uses a small set of model input-output sam-
ples and concept-level tagging. While vision tasks involve
simple concepts easily tagged by text-to-image generative
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Figure 2: Training pipeline of the concept-based explainer. We generate the base concepts and the description of input states
using LLM queries. Next, we embed the base concepts and the state description using a text embedding model, and generate
concept scores based on their similarity. Then, we sequentially train the concept mapping and output mapping functions using
the concept scores and the target output. The red dashed arrows show the learning.
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Figure 3: Inference on the concept-based explainer.

models [17, 18] or crowdsourcing [1], networking applica-
tions present more complex concepts (§ 2). These require
deep system understanding and reasoning over multiple fea-
tures across time, making simple tagging methods ineffective.

3.2 Concept-Based Explanations for Systems

We propose the first practical framework for concept-based
explanations in learning-enabled systems. An explanation
in our framework is a linear combination of a pre-defined
set of base concepts. We detail the training and inference on
this framework.

3.2.1 Training the Concept-based Explainer. We show
the training workflow in Fig. 2. Our training pipeline has five
key stages. @ Base concept generation: We first generate the
set of base concepts using an LLM query to summarize a sur-
vey paper in the target domain. @ State description generation:
We use an LLM query with the input state of the controller
and a pre-crafted prompt, which includes the base concepts,
to generate a concept-based state description. ® State Con-
cept Embedding: We embed the base concepts and the state
description using a text embedding model and measure their
similarity to identify the dominant concepts. @ Training
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Concept mapping: We learn a mapping from the controller’s
embedding to concept classes. @ Training Output mapping:
Finally, we learn a mapping from the concept space to the
controller output space. With these two functions together,
we can backtrack the controller’s decision-making process
and observe the dominant concepts driving the output.

Base Concept Generation. The base concepts serve as the
units of explanation of the concept-based explainer. The
controller’s output will be explained as a linear combination
of these concepts. Defining a comprehensive set of concepts
that capture all the reasons behind the controller’s decision-
making at the appropriate level of abstraction is challenging.
We find that simply querying the state-of-the-art LLMs [6, 8,
23] for base concepts does not produce a usable set. Hence,
we opt for an alternative approach: we first ask the LLM to
summarize the findings of a relevant survey paper. We then
use this context and prompt the LLM to identify relevant
concepts, along with an explanation for its selection. This
approach leads to a set of succinct base concepts with high
coverage of relevant concepts. The base concepts generated
for the motivating ABR scenario (§ 2) using survey paper [7]
are shown in Table 1. These base concepts may be augmented
with operator-defined ones.

State Description. Input states in networked systems have
complex patterns like ‘network throughput volatility, which
can be difficult to label, even for experts. Hence, rather than
directly attempting to tag the concepts in the input states,
we first get a description of the state and then identify the
concepts with that description. We use a pre-crafted LLM
prompt that includes the state variables, their values, and the
base concepts generated in the previous stage. The current
prototype relies on a single query per state; multiple LLM
queries may be combined to improve accuracy in the future.
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State Concept Embedding. Next, we generate the concept
embedding in two steps. First, we embed the base concepts
and the state description using a text embedding model [3,
24]. Second, we measure the similarity between the base
concepts and the state in the text embedding space using the
cosine similarity metric. We bin the similarity concepts into
one of k classes at this stage. The process can be represented
mathematically as follows:

" ( €(x) - €(c)

ce=Up | ————
¢ lleC)l llee) ]
Here, Sc. is the score of each concept ¢ in the set C, € is the

text embedding model, x is the controller input, and ¥ is the
quantization function.

) =Yr(e(x) - e(c)), Ve e C. (1)

Training Concept Mapping. During training, we use exam-
ples from a small subset of x to obtain controller embeddings
h(x) and predict the concept classes Sc, for all ¢ € C. The
multi-label classification loss function used is:

e(0o(h(x)).Scc)

I(x,Sc) = ZI log(zk e(&;(h(x))l))l @

We minimize this loss using mini-batch stochastic gradient
descent to optimize the parameters 6 of the concept-mapping
function dg. The output of Jy is a C X k matrix showing the
probability of each bin for each concept, where 8y (h(x)), Sc.)
is the element at index (c, Sc.). Importantly, the gradient
does not propagate back to x, keeping the controller neural
network fixed.

Training Output Mapping. In the final stage, we learn the
linear output-mapping function to ensure that the explainer
closely tracks the controller by transforming the concept
space back to the controller’s output space. Using examples
from a small subset of x, we obtain the concepts dp(h(x)) and
predict the controller output y. We find the weight matrix
W and bias b of function y = WT(8¢(h(x)) + b using mini-
batch stochastic gradient descent, with mean squared error
for continuous outputs or cross-entropy for discrete ones.
However, there is a fidelity-complexity trade-off: weights and
biases that match the controller’s output with high fidelity
may rely on a large number of concepts. To balance this, we

apply ElasticNet regularization [30] to W and b:

letastic = (1= a) (W5 +a Wl + bl ®)
Note that we perform the learning process of concept map-
ping and output mapping sequentially and independently.
The concept-mapping function does not influence the con-
troller output, and the output-mapping function does not af-
fect the concept space. This separation prevents any gradient
leakage between the functions and ensures high accuracy.
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1. Volatile Network Throughput | 9. Stable Buffer

2. Rapidly Depleting Buffer 10. Nearly Full Buffer

3. Low Content Complexity 11. Startup of video

4. Recent Network 12. High Content
Improvement Complexity

5. Extreme Network 13. Network Volatility
Degradation needing Switching

6. Moderate Network 14. Avoiding Large Quality
Throughput Fluctuations

7. Anticipation of Network 15. Switch to higher quality
Congestion after startup

8. Content requiring High 16. High Network
Quality Throughput

Table 1: Base Concepts in Adaptive Bitrate Streaming.

3.2.2 Inference on the Concept-based Explainer. The
inference relies on the embedding network of the original
controller and the trained concept mapping and output map-
ping functions (Fig. 3). Note that LLMs are not used in infer-
ence since the concept mapping function is already trained to
map the controller’s embedding to the concept space. Hence,
inference is cheap and efficient.

The inference API of our concept-based explainer cur-
rently supports three types of queries: (i) Factual single state:
Generates an explanation based on the top concepts in the
given state. (ii) Counterfactual states: Generates an explana-
tion for how statey differs from stateg by comparing the top
concepts in both states. (iii) Counterfactual actions: Generates
an explanation for why the controller chose action Y; over
action Y, by comparing the top concepts in the two actions.

4 Case Study: Adaptive Bitrate Streaming

We demonstrate the capabilities of our explainer with ABR
as a representative application. We return to the motivating
case in §2 to show its ability to handle complex scenarios. We
use the Large Language Model GPT-40 [2] and the text em-
bedding model OpenAl Large [3] in our training pipeline. We
again focus on the DRL controller Gelato [16], the state-of-
the-art controller on the live streaming platform Puffer [25].
We use the same subset of controller input-output samples
the operator used to generate the Trustee [10] explanations,
a set of 4,000 states and actions obtained by rolling the con-
troller out using Puffer traces.

Quality of Explanations. Following the convention of prior
explainability approaches [10, 15], we measure the quality of
our explanations using fidelity, which represents how well
the explanation model replicates the output of the original
neural network. We rollout the controller on a held-out set
of Puffer traces and create a set of test input-output samples
(x,y) on the original controller. Then, we query the learned
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Figure 5: Performance of the controller after being retrained
with the data-collection strategy defined by the operator,
focusing on the concept ‘Extreme Network Degradation’.

concept-based explainer and evaluate the accuracy of its pre-
dicted y’ to the controller’s output y. This accuracy indicates
how well the explainer is tracking the original controller.
We observe that concept-based explanations are highly accu-
rate, achieving an accuracy of 98% surpassing the previous
state-of-the-art Trustee technique [10], which had 94% accu-
racy. This underscores the power of concept-based explain-
ers, offering a path beyond the strict fidelity-explainability
tradeoffs of feature-level explainers, achieving high fidelity
without the complexity of deep trees.

While fidelity is important, it does not measure the utility
of explanations in practical applications. Therefore, we now
turn to demonstrate how concept-level explanations can
intuitively enable practical explainability applications.
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Identifying unintended behaviors during testing. Re-
turning to the motivating scenario, we generate a factual
state explanation for the medium-quality bitrate when the
buffer was decreasing but still half-full (Fig.1a). Our concept-
based explanation, visualized in Fig.4a, reveals that the con-
troller’s action was primarily due to ‘Moderate Network
Throughput’, ‘Network Volatility needed Switching’ and ‘An-
ticipation of Network Congestion’. While this reasoning can
largely be appropriate, the operator believes the controller
may still be too conservative and seeks strategies to improve
the Quality of Experience (QoE) in such scenarios.

Finding strategies to change the controller. To find a
path to achieve the desired change, the operator queries the
concept-level explainer again with the counterfactual action
query for a higher bitrate in the scenario. The results, visual-
ized in Fig. 4b, suggest that ‘Extreme Network Degradation’
is a key factor that needs to be prioritized. This suggests that
improving the controller’s response to worsening conditions
can enhance the QoFE during retraining.

Defining data-collection strategies to implement the
path. Having identified ‘Extreme Network Degradation’ as
the focus concept, the operator seeks to implement strate-
gies for the controller to collect more data in that scenario.
For adaptive bitrate controllers such as Gelato, this means
collecting more experience interacting with the traces that
exhibit this scenario. To do so, we tag each trace with the
top three concepts of all its component states. The operator
then rolls out the controller in the training traces with the
relevant concepts. In this example, they retrain the controller,
simply focusing solely on the traces with ‘Extreme Network
Degradation’ as a dominant concept.

In Figure 5, we benchmark the controller’s performance
before and after the operator’s intervention. The retrained
controller, having collected more data on ‘Extreme Network
Degradation’, outperforms the original, achieving signifi-
cantly higher QoE in slow traces while maintaining simi-
lar performance across all traces. This demonstrates how
straightforward the debugging and design process can be, re-
quiring the operator to assess only the high-level reasoning
which is already part of their analysis.

Scenario-level Evaluation. Networking applications in-
volve performance trade-offs where improvement in one
scenario leads to a decline in another. Our concept-based
explainer can augment commonly-used throughput/latency
profiling of workloads [14, 22, 25] with fine-grained concept-
level profiling. Fig.6 demonstrates this approach, revealing
that retraining yields uneven performance gains: significant
improvements in ‘Extreme Network Degradation’ and ‘Sta-
ble Buffer’ conditions but slight declines in ‘Rapidly Deplet-
ing Buffer’. Combined with LLMs, these explanations can
streamline the evaluation process and help operators answer
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Figure 6: Performance of the original and retrained controllers measured across high-level concepts.

questions such as, “With this change, does the controller
improve at handling low-bandwidth users in country A?”

5 Future Directions

Our case study on ABR serves as an initial demonstration
of the potential applications of high-level explainability in
learning-enabled systems. We now discuss our high-level
vision of what concept-based explainers could enable.

Interactive Intent-Driven Controller Design. We envi-
sion that concept-based explanations would enable a break-
through in data-driven controller design, allowing opera-
tors to identify problems and interact in natural language
to guide the controller behavior to match the operator’s
intent. This could enable an iterative process where the op-
erator interacts with an LLM, which would then formulate
an explainer query, run it, and provide the operator with the
answer needed to decide the next steps.

Mapping input state to concepts, we believe, is a step to-
wards Artificial General Intelligence (AGI) enabled controller
design as it connects the inputs and output of a controller
to a complex and nuanced encoding of concepts, semantics,
and relationships. We believe that logic and ideas from ex-
isting literature often embodied in LLMs can be combined
with model-specific, data-driven learning to create more in-
telligent controllers. Realizing the idea fully requires further
research.

Steering Dataset Selection during Design. Concept-based
evaluation of datasets can offer insights into training data’s
conceptual coverage and diversity. This analysis can guide
the selection of additional datasets by identifying conceptual
gaps in the current training data, thereby improving the
controller’s exposure to a comprehensive range of relevant
concepts. Such informed dataset selection could lead to more
robust and generalizable controllers.

Guiding Architectural Modifications during Design.
Neural architecture issues can cause controller misbehav-
ior [15]. Concept-based explanations, combined with neural
network analysis techniques such as Saliency Maps, can
help map high-level concepts to specific parts of the neural
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network and, thus, facilitate model redesign with critical
reasoning and observability.

Defining Concept Coverage Metrics for Testing. Draw-
ing parallels with code coverage in software testing, we
can develop concept coverage metrics for testing learning-
enabled systems. These metrics would quantify the extent
to which a test suite exercises different concepts relevant
to the system’s operation, revealing conceptual blind spots.
By ensuring that a diverse range of concepts is adequately
tested, these metrics can help improve both the robustness
and reliability of the learning-based system.

Online Safety Assurance in Deployment. Concept-based
explainers can be used to monitor dominant concepts in the
input data stream of the controller and trigger switching to
a heuristic when concepts that the controller cannot handle
are observed in the input data. Thus, they can help ensure
the system remains safe under uncertain or novel conditions.

6 Conclusion

In this paper, we present a radically new explainability frame-
work designed for human operators based on high-level
concepts. Through case studies, we demonstrate that our
framework can enable operators to intuitively perform key
explainability use cases, such as identifying potential unin-
tended behaviors using conceptual reasoning and designing
strategies to mitigate them. We hope this ease can highlight
the potential of high-level concept-based explanations and
offer insights to one day power a system where operators
design and debug controllers through their domain expertise
using natural language.
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